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Abstract

To estimate a causal effect of an intervention, researchers must identify
a control group that can stand in for what might have happened to the
treatment group in the absence of that intervention. This is complicated
in the absence of a randomized experiment and further complicated when
few units (possibly only one) are treated. When random assignment is im-
possible but data are available on units over time, researchers increasingly
rely on synthetic control (SC) methods to create a pseudo-counterfactual.
This estimate is constructed by differentially weighting control units that
did not receive the treatment so that the constructed counterfactual is
comparable in its pre-treatment trajectory to the treated unit. Since its
origin twenty years ago, methodologists have tweaked the synthetic control
technique. In the absence of empirically informed guidance on precisely
how to implement SC, a number of accepted pieces of wisdom have arisen:
(1) SC is robust to various implementations; (2) covariates are unneces-
sary, and (3) pre-treatment prediction error can guide model selection.
We describe each of these in detail and conduct simulations that suggest,
both for standard and alternative implementations of SC, that the pur-
ported truths are not supported by empirical evidence. Instead of relying
on these ‘myths’, we offer practical advice derived from our simulation
results for more cautious implementation and interpretation of results.

1



Contents

1 Introduction 3
1.1 Empirical Case: Alaska and the Permanent Fund Dividend . . . 4

2 Synth and its Implementation 4

3 Myths of Synthetic Control 7
3.1 Myth 1: Implementation invariance . . . . . . . . . . . . . . . . . 7

3.1.1 Nested vs Regression Weights are Interchangeable . . . . 7
3.1.2 Reference Category Choice is Inconsequential . . . . . . . 7

3.2 Myth 2: Covariates are not necessary . . . . . . . . . . . . . . . . 9
3.3 Myth 3: Lower Pre-Treatment Outcome Imbalance Suggests Lower

Absolute Bias . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 10

4 Simulation 11
4.1 Simulation Set-Up . . . . . . . . . . . . . . . . . . . . . . . . . . 11

4.1.1 Simulating Covariates . . . . . . . . . . . . . . . . . . . . 12
4.1.2 Simulating Outcomes . . . . . . . . . . . . . . . . . . . . 13

4.2 Method Details . . . . . . . . . . . . . . . . . . . . . . . . . . . . 14
4.2.1 Augmented Synthetic Control . . . . . . . . . . . . . . . . 14
4.2.2 Generalized Synthetic Control . . . . . . . . . . . . . . . . 15
4.2.3 Bayesian Structural Time Series . . . . . . . . . . . . . . 15

5 Results 16
5.1 Myth 1: Implementation invariance . . . . . . . . . . . . . . . . . 16
5.2 Myth 2: Covariates are not necessary . . . . . . . . . . . . . . . . 18
5.3 Myth 3: Lower Pre-Treatment Outcome Imbalance Suggests Lower

Absolute Bias . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 21

6 Discussion and Recommendations 24
6.1 Do not use regression weights . . . . . . . . . . . . . . . . . . . . 25
6.2 Consider whether you require localization; interactive fixed effects

may suffice . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 25
6.3 Use covariates . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 25
6.4 Only omit reference categories if the choice is truly arbitrary . . 26
6.5 Don’t rely on pre-treatment outcome imbalance . . . . . . . . . . 26
6.6 Limitations and Future Research . . . . . . . . . . . . . . . . . . 27

7 Conclusions 27

A Variation by pre-treatment duration 32
A.1 20 years pre-treatment . . . . . . . . . . . . . . . . . . . . . . . . 32
A.2 5 years pre-treatment . . . . . . . . . . . . . . . . . . . . . . . . 36

B Simulation Specifics 40
B.0.1 Simulating Outcomes . . . . . . . . . . . . . . . . . . . . 42

2



1 Introduction

In the twenty years since Abadie and Gardeazabal introduced synthetic con-
trol (SC) methods, researchers have used the approach thousands of times. In
2021, SC was cited by Guido Imbens as one of the most exciting prospects in
econometrics in his Nobel Prize lecture (Imbens 2021). The rapid rise in pop-
ularity of Synthetic Control methods have inspired a proliferation of methods,
techniques, and implementations that have outpaced the literature evaluating
these approaches. The primary support for these methods rests on asymptotic
theory that assumes a particular data-generating process, and there are surpris-
ingly few evaluations of how these methods perform in applied settings with
finite pre-treatment observations and an unknown underlying data generating
process.1

Briefly, the goal of SC is to find a “match” for a time series of a particular
outcome variable prior to an intervention in a given treated unit. This ‘matched’
pre-treatment trend is then extrapolated forward in time to the post-treatment
period, which then stands in for the hypothetical time series in the absence of
treatment (the counterfactual). Because we rarely see a single control unit that
is a good match for the treated unit, we instead generate a ‘synthetic’ match
by taking a weighted average of untreated units on the basis of pre-treatment
data. The causal effect estimate is then constructed as the difference between
(a function of) the outcomes for treated unit and the synthetic control unit. In
practice, researchers tend to generate average treatment effects as the average
of year-specific treatment effects.

Though the logic of SC is fairly straightforward, researchers face a number of
practical decisions. In the absence of empirically derived guidance, a number of
pieces of accepted wisdom have arisen in the literature to guide implementation:

Accepted Wisdom 1: SC is invariant to a number of implementation choices
- specifically the choice of algorithm to generate SC weights, and the choice of
reference category for categorical or compositional covariates.

Accepted Wisdom 2: Covariates are unnecessary, especially if a close pre-
treatment match for the outcome time-series can be found without them.

Accepted Wisdom 3: The closeness of the pre-treatment match can be used
to adjudicate between different SC implementations, and different specifications
within a given SC method.

In this paper, we conduct a simulation exercise to put this wisdom to an
empirical test. Ultimately, we find that many pieces of accepted wisdom for SC
implementation instead appear to be myths that are not supported by empirical
evidence. This paper proceeds as follows: we first outline an empirical case that
motivates our exploration. Then, after a brief exposition of the inner workings of
SC methods, we review these three myths of SC implementation in more detail.
We then present evidence from an empirically calibrated simulation study that
debunks these myths. Finally, we conclude with recommendations for practice.

1For noteable exceptions, see Arkhangelsky et al. (2021); Ferman (2021); Ferman and Pinto
(2021); Ferman et al. (2020)
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1.1 Empirical Case: Alaska and the Permanent Fund Div-
idend

To motivate our exploration, we draw on the empirical case of Alaska’s Perma-
nent Fund Dividend (PFD). In 1976, Alaska began investing a portion of its
mineral revenues into a diversified fund in order to ensure long-term financial
stability for the state. Since 1982 Alaska has paid out a portion of the fund’s
earned interest to eligible Alaskan residents as a dividend, with payments rang-
ing from $696 in 1984 to $3,742 in 20082 (in 2015 inflation adjusted dollars).
This payment provides a per-family influx of cash roughly comparable to or
exceeding payments from major social support programs including the earned
income tax credit (EITC) and in kind payments from the supplemental nutri-
tion assistance program (SNAP) (Cowan and Douds 2021). A number of papers
have attempted to identify the causal effects of these annual cash transfers by
comparing Alaska before and after 1982 on a number of outcomes. In partic-
ular, researchers have used SC methods to explore the PFD’s effect on crime
(Dorsett 2021) and labor market participation (Jones and Marinescu 2018). To
ensure our simulations are in line with practical applications, we use empirical
data from Alaska to calibrate our simulation exercise (see Section 4 for details).

We focus on this Alaska case study because it has been used in previous
SC work and gives us a chance to ground our simulations in existing data.
However, we are not trying to claim that the issues raised in this paper are the
only ones that might be raised with regard to the Alaska PFD. For instance,
the creation of the fund is one of numerous major policy changes in Alaska in
the wake of the oil boom, including major revisions to the tax code in 1975
an its complete abolishment in 1980. This raises additional concerns about the
volatility of the pre-treatment outcome series and anticipation effects due to
multiple related policies being enacted over a short period of time just before
the PFD was rolled out. Those issues have been discussed more thoroughly in
the SC literature ((Abadie 2021)). The purpose of this paper rather is to focus
on the more insidious problems common across a broad range of potential SC
applications.

2 Synth and its Implementation

A number of statistical packages have been developed to estimate treatment
effects using synthetic control methods, each with slight variations. Given the
overwhelming popularity of the original work by Alberto Abadie and coauthors
(Abadie and Gardeazabal 2003; Abadie et al. 2010), we use the Synth package
they developed as our starting point for describing the method.

Assume we can write a factor model for an outcome Yi,t for unit i in year t
as

Yi,t = δt + θtZi + λtµi + αi,tDi,t + εi,t,

2The payment in 2008 was so large in part because it was supplemented by an additional
$1,200 Alaska Resource Rebate authorized by Governor Sarah Palin.
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where δt is an unobserved factor shared across units (year fixed effect), Zi is
a vector of r observed covariates (observed once per unit pre-treatment), θt is
an unknown vector of r time trends shared across units, µi is a vector of f
unobserved covariates (observed once per unit), and λt is an unknown vector
of f time trends shared across units. We will sort the units so the treated
unit is the first (i = 1), followed by all control units (i ∈ {2, 3, . . . n}). Di,t

is a treatment indicator with values of 1 when i = 1 (the treated unit) and
t > T0 where T0 is the last pre-treatment period (with 1 ≤ T0 ≤ T ), making
αi,t is the causal effect (defined below). Finally, εi,t is a vector of unobserved
transitory shocks with mean zero. We will use Y1,t(1) and Y1,t(0) to denote the
potential outcome within the treated state for the treated and control conditions,
respectively, at time t, with αi,t = Y1,t(1) − Y1,t(0). This set-up assumes that
there are no treatment effects before the treatment starts, that the treated unit
is continually treated after the treatment starts, and that the treatment has no
effect on control units.

The goal of synthetic control is to construct a synthetic counterfactual unit
out of a weighted combination of control units, restricting these control unit
weights to be convex (that is they are positive and sum to one) to avoid extrap-
olation. Specifically, if we find a vector of non-negative weights, w∗j , for each
control unit j, subject to Σw∗j = 1 such that

J+1∑
j=2

w∗jYj,t ≈ Y1,t

for all t ≤ T0, and
J+1∑
j=2

w∗jZj ≈ Z1

then Y1,t(0) −
∑J+1
j=2 w

∗
jYj,t will go to zero as the number of pre-intervention

periods gets large relative to the scale of the transitory shocks, εi,t.
If these conditions hold, we can estimate the causal effect as,

α̂i,t = Y1,t −
J+1∑
j=2

w∗jYj,t

for t ∈ {T0 + 1, . . . , T}. 3 Abadie et al. (2010) suggest that these weighting
conditions may not hold exactly in practice, and it is up to researchers to eval-
uate “if the characteristics of the treated unit are sufficiently matched by the

3Abadie et al. (2010) also prove that the estimator works for an autoregressive model with
time-varying covariates and coefficients,

Yi,t(0) = Yi,t − αi,tDi,t

Yi,t+1(0) = λtYi,t(0) + βt+1Zi,t+1 + µi,t+1

Zi,t+1 = γtYi,t(0) + ΠtZi,t + vi,t+1

but note that both specifications assume shared trends in covariates Z. We focus on the factor
model for now as it more closely resembles their implementation.
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synthetic control,” without specific guidelines for how to make that determina-
tion. We’ll refer to the amount of pre-treatment mismatch between the synthetic
control and treated units as the amount of ‘outcome imbalance,’ and we’ll mea-
sure this imbalance with the pre-treatment root mean squared prediction error
(RMSPE)4 given by √√√√ 1

T0

T0∑
t

(Y1,t −
J+1∑
j=2

w∗jYj,t)
2

In order to find the SC weights, we let ȲKM
j be M linear combinations of pre-

treatment outcomes Yi,t (usually just the state-specific mean prior to treatment,
1
T0

∑T0

t=1 Yi,t), and then let X1 = (Z1, Ȳ
KM
1 ) for the treated unit, and X0 be

the same for each of the J control units, i.e., X0 = (Zi 6=1, Ȳ
KM

i 6=1 ). We then
want to choose weights W to minimize some distance between X1 and X0W .
Because we cannot guarantee a match across all covariates, we want to use a
vector of variable importance weights V to prioritize our matching. We can then
define a variable loss function that reflects these priorities ‖X1 −X0W‖v =√

(X1 −X0W )′V (X1 −X0W ).
To find weights W ∗ and V ∗ we can use a two-step optimization process.5

The outer level will be a non-linear optimization that finds

V ∗ = arg min
v

1

T0

T0∑
t=1

(Y1,t −
J+1∑
j=2

W ∗(V )Yj,t)
2.

The inner level of the optimization will be a quadratic optimizer that finds

W ∗(V ) = arg min
w
‖X1 −X0W‖v.

The nested optimizer is initialized with empirically derived V weights, which
we will refer to as ‘regression weights.’ This initial V vector is set by tak-
ing standardized summed squared regression coefficients for all covariates in
X predicting pre-treatment outcomes in all years.6 Specifically, let X be
X1 appended to X0, (X0,X1), and let X∗ be X where all columns have
been divided by their standard deviations, plus an intercept column. Then,
βk,t = (X′∗X∗)

−1(X′∗Yj,t) for all covariates k in X and all t ∈ {1, . . . , T0}.
Finally, let the initial value for V be

∑
t β

2
k,t∑

k

∑
t β

2
k,t

(see also Bohn et al. (2014);

Kaul et al. (2015)).

4Other measures of imbalance are possible, and indeed different SC packages define different
balance metrics. We use RMSPE here because it is common both in the literature and in
implementations of SC methods.

5There is some controversy here. Some scholars have suggested that this step should be
approached as an explicitly bilevel optimization problem since the standard approach rarely
finds optimal solutions (these optimal solutions are often corner cases where all weight is
assigned to one predictor) (Malo et al. 2020). Others have suggested disregarding V entirely,
simply setting each value of the variable importance vector to 1 (Ben-Michael et al. 2021).

6If the regression is inestimable, the nested optimizer is instead initialized with uniform V
weights.
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While this empirically initialized nested optimization process is the default
implementation used in R, it is not the default for Stata.7 In Stata, the V

matrix is simply set to the empirical estimate
∑

t β
2
k,t∑

k

∑
t β

2
k,t

and a single non-linear

optimizer is used to find W ∗ conditional on the regression variable weights V .

3 Myths of Synthetic Control

3.1 Myth 1: Implementation invariance

Synthetic control is now a common tool among applied researchers, who have
to use it with little guidance regarding central implementation choices. In this
section, we discuss two such choices: which optimization process to use for vari-
able weights, and which reference category to omit when including categorical
or compositional covariates (or indeed whether to omit a reference category at
all).

3.1.1 Nested vs Regression Weights are Interchangeable

Abadie et al. (2010, pp. 496) note that the proofs of Synthetic Control’s asymp-
totic performance are valid for any choice of the variable weights vector V . This
can lead applied researchers to incorrectly assume that Synth is relatively in-
variable to choices for specific V vectors - thus treating the nested optimizer,
‘regression weights,’ and a uniform V matrix as relatively exchangeable. Differ-
ences in how ‘Synth’ is implemented across statistical packages - without clear
instructions for when to use one implementation or package over another - makes
matters worse. R defaults to the nested optimizer and can only implement ‘re-
gression weights’ by manually inputting them as user-defined custom weights.
Stata defaults to ‘regression weights’ but can use nested weights by specifying
the ‘nested’ option.8

In their original paper, however, Abadie et al. (2010, pp. 496) also point out
that the choice of V weights influences the mean squared error of the estima-
tor, though we have not seen an empirical assessment of how substantial this
influence might be. Thus, for our first test, we explore the degree to which SC’s
performance depends on choices of V in order to evaluate whether or not such
decisions are reasonably arbitrary.

3.1.2 Reference Category Choice is Inconsequential

Next, we turn to the assumption that the choice of which reference category
to exclude when including compositional or categorical covariates in SC is ar-
bitrary. For an example, Jones and Marinescu (2018) condition on three such
compositional variables: age groups (with four categories), education groups

7You can implement this two-step optimization in Stata by using the ‘nested’ argument.
8The Stata documentation (https://web.stanford.edu/~jhain/fqa.htm) provides little

guidance as to when you should use ‘nested’ vs ‘regression’ weights, simply suggesting ‘nested’
weights as a strategy to improve pre-treatment fit.
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(with three categories), and industry groups (with five categories). Categorical
variables (e.g. race, gender, income bracket, marital status etc) often serve as
important predictors of the outcome. When included in a linear regression, re-
searchers typically omit one category as a reference category. No matter what
category is omitted the predictions from such a model would not be affected and
the interpretations of all between groups comparisons would be recoverable.

The results of a standard synthetic control analysis is sensitive to which
reference category a researcher chooses. While a regression will encode the same
information regardless of the reference category omitted, the sums of squared
coefficient magnitudes, and thus regression variable weights, are not identical
across these settings. For a specific example, consider one outcome variable Y ,
and regressors X1, X2, and X3 such that X1 + X2 + X3 = 1. If E[Y |(X1 =
1)] = 10; E[Y |(X2 = 1)] = 1; E[Y |(X3 = 1)] = −5 then we can write equivalent
regressions:

Y = −5 + 15 ∗X1 + 6 ∗X2 + ε
Y = 1 + 9 ∗X1 − 6 ∗X3 + ε
Y = 10− 9 ∗X2 − 15 ∗X3 + ε

Though these regressions provide equivalent conditional expectations of Y ,
the sum of squared coefficients clearly varies: 261 in the first, 117 in the second,
and 306 in the third. We could consider a similar example that includes another
predictor α but keeps the coefficients for X’s the same:

Y = −5 + 10 ∗ α+ 15 ∗X1 + 6 ∗X2 + ε
Y = 1 + 10 ∗ α+ 9 ∗X1 − 6 ∗X3 + ε
Y = 10 + 10 ∗ α− 9 ∗X2 − 15 ∗X3 + ε

Though these regressions provide the same information (i.e., recover the
same contrasts and produce the same predicted values), the choice of omitted
category can change the implied importance of α relative to X in the most
popular version of the synthetic controls implementation. In the first equation,

α makes up 102

102+62+152 ≈ 28% of the total variable weight, in the second it makes

up 102

102+92+62 ≈ 46% of the weight, and in the third it makes up 102

102+152+92 ≈
25% of the weight (see Figure 1). In general, if we choose to omit a category
where the conditional expectation of Y for that category is farther away from
the mean of conditional expectations of Y for each possible omitted category
we will increase the relative contribution of the categorical variable X to the
variable weights V .

Imperfect matching between treated and synthetic units produces a second
layer of uncertainty due to reference categories that is independent of the V
matrix. The standard logic is that if you match on all but one category of a
compositional or categorical variable, the linear dependence among categories
will ensure that you also match on the category left out. Unfortunately, the
curse of dimensionality makes finding a perfectly matching convex combination
of control units impossible in many applied settings.
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Figure 1: Contributions to V

In practice, many imperfect solutions are possible, and the specific solution
will depend on which categories are included in the analysis. Thus, selecting
different reference categories will produce slightly different synthetic control
weights that in turn yield slightly different matches between the treated and
synthetic control unit. These different matches produce different causal esti-
mates.

3.2 Myth 2: Covariates are not necessary

In their proof for when the synthetic control approach can be unbiased, Abadie
et al. (2010) show that the bias introduced by omitting covariates goes to zero
as the number of pre-treatment time periods goes to infinity (see also Ferman
and Pinto (2021); Kaul et al. (2015)). The intuition behind this result is that
because the outcome series is of primary interest, covariates only matter to the
extent that they influence the outcome time series, and if the Synthetic Control
method can perfectly reproduce the untreated outcome time series, additionally
matching on covariates is superfluous. In other words, if you can closely align
the treated and synthetic outcome trajectories for a long enough time before
treatment - and the data generating process follows either a factor model or a
specific autoregressive model (Abadie et al. 2010) - you must also have aligned
on the factors that are relevant for producing that outcome. This has led to
some to de-emphasize the importance of covariates in SC analyses (Doudchenko
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and Imbens 2016).9

We offer two words of caution for those considering omitting covariates all
together. First, the literature suggests that covariates can have substantial ef-
fects on the performance of the estimator, especially when the pre-treatment
time series is short (Ferman and Pinto 2021; Kaul et al. 2015). Second, the
pre-treatment fit diagnostic may be an unreliable measure of how closely the
synthetic control resembles the counterfactual when the pre-treatment time se-
ries is short (Abadie 2021). Consider an extreme example where we have a single
observation prior to treatment and the treated unit’s data absent treatment can
be written as:

Y1,t(0) = 1 + ε1,t; ε1,t ∼ N(0, 1)

and data for all control units can be written as:

Yj,t = 0 + εj,t; εj,t ∼ N(0, 1)

In this scenario, if we have a sufficient number of control units it is quite
likely that we can find a perfect match for the treated unit’s single pre-treatment
observation. That said, we’ve constructed this perfect match by selecting control
units with randomly large values of εj,1 to match the structurally large values
of Y1,1. When we go to extrapolate the post-treatment synthetic control time

series, the expected value of
∑J+1
j=2 w

∗
jYj,t will return to zero, while the expected

value of the true counterfactual Y1,t(0) will remain 1. Thus, whatever causal
estimate we generate will be upwardly biased by 1 unit in expectation. In sum,
we can have an exact empirical match while having a remarkably poor match in
expectation. We explore whether the logic of this toy example holds in general
practice in our simulation results.

3.3 Myth 3: Lower Pre-Treatment Outcome Imbalance
Suggests Lower Absolute Bias

In their original papers describing the method Abadie et al. (2015, 2010) note
that if pre-treatment outcome imbalance is poor, synthetic control methods
are unlikely to produce unbiased estimates of the treatment effect. Over time,
though, this general caution seems to have been interpreted as a recommen-
dation to use pre-treatment outcome imbalance as a metric for model selec-
tion. For example, Zimmerman et al. (2021) and Townsend et al. (2022) rely
on pre-treatment mean squared prediction error to determine whether or not
they include covariates in their analyses. Opatrny (2021) instead determines
which control units to include by examining which set produces the lowest pre-
treatment RMSPE. Alternately Islam (2019) and Propheter (2020) rely on pre-
treatment RMSPE for variable selection - including the set that produces the
lowest pre-treatment prediction error. While the intuition behind using pre-
treatment RMSPE in these ways is clear, we have not seen this relationship
explicitly tested in the literature. In the results below, we explore whether

9In contrast, see Botosaru and Ferman (2019).
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pre-treatment outcome imbalance is predictive of post-treatment model per-
formance, or whether researchers should only rely on pre-treamtent outcome
imbalance to identify when synthetic control methods are failing entirely.

4 Simulation

To explore whether these ‘myths’ are supported in practice, we conducted a
simulation study that explores the sensitivity of synthetic control methods to
some common choices made in the analysis. Further, we wanted to test these
‘myths’ across a range of scenarios where Synth might be expected to perform
better or worse - varying in overlap between treatment and control states, and
varying in the data generating process. We test two distinct families of data
generating processes (DGPs). The first corresponds to a factor model that
closely aligns to the proofs laid out by (Abadie et al. 2010). The second is a
linear model that resembles standard regression analyses, but for which there is
no clear asymptotic proof.

Within each of these two families we allow for further differences in the
amount of overlap in pre-treatment variables between treatment and control
units. The amount of overlap affects the amount of extrapolation necessary to
construct a synthetic control, and thus allows us to explore SC’s convex hull
weighting constraints.

We employ four scenarios:

1. “No Fixed Effects” scenario where the structural variation in pre-treatment
covariates for treated and control units are identical.

2. “Alaska Dummy” scenario where pre-treatment covariates for the treated
unit alone have a state fixed effect.

3. “State Fixed Effects” scenario where pre-treatment covariates for all units
have a state fixed effect.

4. “Random Intercept” scenario where all units have a state intercept ran-
domly drawn from a shared distribution.10 By randomly assigning state
intercepts we allow for idiosyncratic differences between states within any
given simulation dataset, but set the expectation of those differences to
be zero across the full set of simulations.

4.1 Simulation Set-Up

We calibrate these simulations to “real life” by fitting models to data from
the Current Population Survey Annual Social and Economic Supplement (CPS-
ASEC), then using those model parameters to simulate new data. Because we
are primarily interested in the Permanent Fund Dividend (PFD), we use the 10

10In Appendix A we also explore each of these regimes and models across three pre-treatment
time series durations.
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years of data surrounding the implementation of the PFD, 1977-1986.11 Our
outcome variable of interest is the proportion in the state who are employed
part-time, and we include covariates for:

1. the racial composition of states (percent White, Black, and Other, which
sum to 100%),

2. the educational composition of states (percent with less than high school
education (lths), high school (hs), some college (sc), and college or more
(mtc)),

3. the composition of people working in five industry categories (the percent
working in agriculture, forestry, fisheries, mining, construction, and manu-
facturing (ind1); the percent working in transportation, communications,
other public utilities, wholesale trade, or retail trade (ind2); the percent
working in finance, insurance, real estate, business and repair services,
and personal services (ind3); the percent working in entertainment and
recreation services, professional and related services, public administra-
tion, active duty military, and experienced unemployed not classified by
industry (ind4); and the percent not currently in the labor force (ind0)),

4. and the average self-reported annual wage by state.

The inclusion of these three compositional covariates generates 3 ∗ 4 ∗ 5 = 60
possible combinations of reference categories. We subtract 1977 from the year
then multiply by 10 to generate a time series from year 0 to 90 with the PFD
beginning in year 50. We also divide wage by 1,000.

4.1.1 Simulating Covariates

We start with the five compositional industry variables, which we model with
Dirichlet regressions. For the “No Fixed Effects” scenario we include only one
covariate for year. For the “Alaska Dummy” scenario, we add a dummy variable
that takes values of 1 for observations in Alaska, and 0 otherwise. For the “State
Fixed Effects” scenario, we add a dummy variable for each state. We then draw
parameters from a multivariate normal distribution, multiply those parame-
ters by their corresponding state / year variables, and then simulate data by
randomly drawing from the resulting Dirichlet distribution. For the “Random
Intercepts” scenario, we assign each state an intercept drawn randomly from a
mean-zero distribution with standard deviation equal to one third the standard
deviation of estimated fixed-effects in the “State Fixed Effects” scenario before
drawing simulated data from the resulting Dirichlet distribution. We divide the
standard deviation by three in order to ensure that the resulting variability in
simulated covariates is comparable to the variability of the empirical CPS-ASEC
data.12

111977 was the first year Alaska was included in the CPS-ASEC
12The necessity for this adjustment likely stems from the random assignment of state inter-

cepts breaking the covariance between estimated state fixed effects and the other estimated
regression parameters.
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For the four compositional education variables we again start with Dirichlet
regressions estimated on the CPS data. Here we regress the proportions in each
education category on year and the proportions in each industry category plus
various dummy variables / fixed effects depending on the scenario. We then
draw parameters from the estimated multivariate normal distribution, multiply
these parameters by our previously simulated year and industry variables, and
draw proportions in each education category from the resulting Dirichlet dis-
tribution to generate the simulated education variables. We then repeat this
process for the three compositional race variables, regressing each proportion
on year, industry proportions, education proportions, and various dummies /
fixed effects, then plugging in in the previously simulated data and simulating
data from the resulting Dirichlet distribution.

For our continuous covariate, average wage, we fit a linear regression of av-
erage wage on year, the proportions in industry, education, and race categories,
and finally the dummies / fixed effects depending on the scenario. We then
draw parameters from the estimated multivariate normal distribution, multiply
them by our previously generated covariates, and draw our wage covariate from
the resulting normal distribution.

4.1.2 Simulating Outcomes

Finally, for each of the four covariate scenarios, we generate an outcome vari-
able in each of two ways - with a linear model and with a factor model. As
with the covariates, we start by fitting models to CPS-ASEC data. To avoid
incorporating any effects of the true PFD policy on the outcome, we only use
CPS-ASEC data from years 1977 through 1981 to fit these outcome models.

For the linear model, we regress the proportion working part-time on com-
positional industry, education, and race variables as well as our continuous av-
erage wage variable.13 For the factor model, we first calculate state-specific pre-
treatment means for each of our covariates in the CPS data. We then regress the
proportion working part time on year, these state-specific pre-treatment means,
and the interaction between year and these pre-treatment means. To generate
simulated outcomes, we draw coefficients from the estimated multivariate nor-
mal distribution and multiply these coefficients by our simulated year variable,
and the state-specific pre-treatment means of our simulated wage, industry, ed-
ucation and race variables.

For the outcome models we do not incorporate any dummy variables or state
fixed effects. Thus, in our four covariate scenarios, states do not vary in the
outcome model, but only systematically differ in the covariates which in turn
inform the outcome. As with the covariates, we generate simulated outcome
variables by drawing coefficients from their estimated multivariate normal dis-
tribution, multiply those coefficients by our previously simulated year, wage,
industry, education, and race variables, then draw the simulated outcome from
the resulting normal distribution.

13Though the proportion working part-time is constrained to be within the range [0,1], we
fit linear regressions for simplicity.
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Finally, for both outcome variables, we add a constant treatment effect for
simulation years ≥ 50 in the state of Alaska equal to two times the observed
standard deviation of the proportion working part-time in Alaska in the CPS-
ASEC for years 1977 through 1986.14 In all, the two outcomes generated for
each of four covariate scenarios produce eight distinct simulation scenarios -
though to make comparisons as clear as possible, covariate values are identical
for each pair of outcomes within the four covariate scenarios. We conduct this
simulation 1,000 times, producing 8 outcome (factor vs series) by covariate
(“No Fixed Effects”, “Alaska Dummy”, “State Fixed Effects”, and “Random
Intercept”) scenarios each with 1,000 simulated datasets.

4.2 Method Details

In each of the 8 simulation scenarios, we tested three methods that are sensitive
to reference category choice - standard Synth with nested optimizer weights,
standard Synth with regression weights, and augsynth15 - and for each we gen-
erated average causal estimates for all 60 possible reference category combi-
nations.16 The resulting uncertainty across these 60 models then gives us an
assessment of how sensitive synthetic control causal estimates are to reference
category choice. We also tested nine methods that generate consistent estimates
regardless of omitted reference categories - Synth with all categories included17,
Synth with no covariates, residualized augsynth, augsynth with all categories
included, augsynth with no covariates, gsynth (Xu 2017), gsynth with no co-
variates, Bayesian structural time series (Brodersen et al. 2015), and Bayseian
structural time series with no covariates. We select this set of methods because
they provide a range of assumptions about the data generating process, and a
range of approaches to extrapolation. All of the Synth models follow the details
laid out in Abadie et al. (2010) that are described above.

4.2.1 Augmented Synthetic Control

Augsynth (Ben-Michael et al. 2021) augments this standard Synth estimator by
including a ridge regression predicting post-treatment outcomes among control
units with pre-treatment outcomes and covariates as predictors.18 This aug-
mentation allows for limited extrapolation from the convex hull of control units
to improve pre-treatment fit.

14The constant treatment effect is ≈ 1.7%. Because Synthetic Control Methods are fit using
exclusively pre-treatment data, the magnitude of the treatment effect has no effect on the w∗

weights, and, in turn, the estimated counterfactual trajectory.
15Augsynth uses a fixed, constant, V matrix, which means the uncertainty due to reference

category choice can only arise from imperfect matching across covariates.
16Three race categories by four education categories by five industry categories produces 60

possible reference category combinations.
17This must use the nested optimizer, and relies on a uniform initialization for V .
18Augsynth also adjusts the SCM procedure for determining synthetic control weights by

incorporating a dispersion penalty in the estimation and setting variable importance weights,
V , to the identity matrix.
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Residualized Augsynth modifies the augsynth estimator by setting the ridge
penalty parameter to zero for covariates, but keeping it greater than 0 for pre-
treatment outcomes, creating augmented synthetic control weights that per-
fectly match on auxiliary covariates. Because these weights now perfectly match
on covariates, it no longer matters which reference categories we omit - as a per-
fect match for k−1 categories of a compositional variable implies a perfect match
for the kth category as well.

4.2.2 Generalized Synthetic Control

The generalized synthetic control (GSynth) approach (Xu 2017) recasts the
problem as a linear interactive fixed effects model. This model writes the out-
come as a function of time-varying covariates, a time-varying treatment effect,
and the interaction of state and year fixed effects. Because the regression co-
efficients are unconstrained, this approach does not restrict the amount of ex-
trapolation from the convex hull of control units. The time-varying treatment
effect is estimated by first estimating regression coefficients for the time-varying
covariates, year-fixed effects, and control state fixed-effects on data from only
the control data. The treatment state fixed effect is estimated by taking the
mean of the pre-treatment outcome series for the treated state after subtracting
the time-fixed effects and covariate effects estimated from the control unit data.

The treatment effect, then, is the difference in the post-treatment outcome
series for the treated state and a counterfactual outcome series constructed
by recombining the effects of time-varying covariates and the interaction of
state and year fixed effects. Because this approach incorporates covariates by
directly regressing them on the outcome, and as noted earlier, which category
of a compositional or categorical variable is omitted as a reference category is
inconsequential for predicted values, this generalized synthetic control method
is insensitive to reference category choice.

4.2.3 Bayesian Structural Time Series

Finally, Bayesian structural time series (BSTS) (Brodersen et al. 2015), reframes
the problem as another type of regression model - in this case a state-space
model. This approach also allows for unlimited extrapolation from the convex
hull, but presumes a different data generating process from GSynth. This state-
space model is composed of any or all of 1) a local linear trend, 2) a seasonality
component, and 3) the effects of contemporaneous covariates. This model sets
the outcome as only the treated state’s outcome series. The covariates used to
predict this outcome series include the treated state’s contemporaneous covari-
ates, the outcome series for control states, and the contemporaneous covariates
from control states. For Synthetic Control applications, the state-space model
is constructed using only data prior to treatment. Post-treatment projections
from this state-space model are then treated as counterfactual comparisons for
the true post-treatment data for the treated state.

This model has fifty pre-treatment observations for the treated state as an
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outcome, and up to 713 covariates in the regression (51 states times one out-
come series plus one continuous covariate plus three race covariates plus four
education covariates plus five industry covariates then subtracting one treated
state outcome series). Such a regression requires heavy regularization in order
to be estimable. In the case of BSTS, this is done through a spike-and-slab
prior on all covariates that effectively “turns off’ most covariates in the model.
Because this approach is so highly regularized, we included all categories for our
compositional variables and let the model “choose” which to keep as part of its
larger regularized variable selection process.

5 Results

We organize our simulation results by the myths described above.

5.1 Myth 1: Implementation invariance

We start by exploring the variation in performance of different synthetic control
specifications at a high level, focusing first on the aggregate differences between
Augsynth, Synth with a nested optimizer (R’s default), and Synth with regres-
sion weights (Stata’s default), the primary implementation choices for SC. Fig-
ure 2 displays the average root-mean-squared-error across all reference category
combinations for all simulation scenarios for each of these methods.

Figure 2: Average Root Mean Squared Error by Simulation Scenario, Method,
and Outcome Data Generating Model.

The primary takeaway from Figure 2 is that Augsynth tends to perform the
best, while Synth with regression weights tends to perform the worst. There are
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several scenarios where there is no clear difference in average RMSE across meth-
ods - particularly both “No Fixed Effects” scenarios, and the “Alaska Dummy”
scenario with a series outcome model. In three scenarios (both “Random In-
tercept” scenarios and the “Alaska Dummy” scenario with a factor outcome
model), there is a clear progression in performance, with Augsynth having the
lowest average RMSE, followed by Synth with nested weights, and finally Synth
with regression weights having the highest average RMSE. In the two “State
Fixed Effects” scenarios, there is little difference in the average RMSE between
Augsynth and Synth with nested weights, but Synth with regression weights has
substantially higher average RMSE. In all, when it comes to average RMSE,
there appears to be a clear ordering across all simulations - Augsynth tends
to perform the best and Synth with regression weights tends to perform the
worst. The only scenarios where this ordering doesn’t hold, differences in aver-
age RMSE across methods are negligible.

Figure 3 explores whether reference category choice is truly arbitrary and
thus has little to no effect on the resulting estimate. For each of the same set of
methods used in the previous figure and for the eight simulation scenarios, this
plot displays the standard deviation of the average treatment effect estimates
across all sixty possible reference category combinations as a fraction of the
overall standard deviation in the outcome variable.

Figure 3: Variation in Synthetic Control Estimates Due To Reference Category
Choice by Method and Simulation Scenario.

The results suggest that the choice of a reference category matters. Overall,
Augsynth has the lowest amount of variation in estimates due to reference cat-
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egories - as low as 2.5% of the outcome standard deviation in the “No Fixed
Effects” scenarios - but in some scenarios (“State Fixed Effects”, “Random In-
tercepts”, and “Alaska Dummy” with factor outcome models) can still have
variation upwards of 15% of the outcome standard deviation. The amount of
variation in estimates across reference categories is higher for both of the Synth
methods, ranging from just over 5% of the outcome standard deviation in the
“No Fixed Effects scenarios” to 35% and 55% for nested and regression weights
respectively in the “State Fixed Effect” scenario with a factor outcome. Con-
trary to the assumption that the choice of reference categories is inconsequential
for the resulting ATT estimate, we find substantial variation in estimates across
reference categories for all methods in all scenarios, with the most variation in
Synth with regression weights estimates and the least variation in Augsynth
estimates.

5.2 Myth 2: Covariates are not necessary

We next explore the belief that covariates are superfluous to synthetic control
methods, and that they can be reasonably ignored with little consequence for the
resulting estimates. Figure 4 shows the RMSE for Augsynth, BSTS, GSynth,
and Synth across simulations in various scenarios as a function of whether the
methods include covariates or exclude them entirely. Readers more familiar with
other causal inference strategies might find the choice to exclude all covariates
to be extreme, but applied work regularly relies solely on the outcome series
with no covariates (Ferman et al. 2020, cf.). We include all covariates as a
contrast in order to give each method the best chance to fit the data (i.e.,
limitations in model performance are not due to us arbitrarily excluding crucial
information). We hope this comparison provides a sense of the full range of
variation in implementation, but imagine that applied researchers will often
find themselves somewhere in between.

For Augsynth Figure 4 displays results separately from implementations
without covariates, with all covariates included with no omitted reference cate-
gories, as well as a residualized option that ensures perfect matching on covari-
ates. For BSTS we compare implementations without covariates and with all
covariates included with no omitted reference categories, for GSynth we com-
pare implementations without covariates and with all covariates and arbitrary
reference categories19, and for Synth we compare implementations without co-
variates and with all covariates included with no omitted reference categories.20

Within the Augsynth methods, residualization tends to produce lower RMSE,
with the exception being the “Alaska Dummy” scenario with a series outcome
model - in which both the all covariates and no covariates implementations pro-
duce similar RMSE that is lower than the RMSE for residualization. For both
Synth and BSTS, including all covariates tends to reduce the RMSE for the fac-

19GSynth produces the same estimate regardless of what reference category is omitted.
20For the Synth implementation with all covariates included, we start with a uniform initial-

ization of the V matrix and bypass the regression which would fail due to perfect collinearity
among predictors.
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Figure 4: Root Mean Squared Error Using All or No Covariates by Simulation
Scenario, Method, and Outcome Data Generating Model.

tor outcome model, but increase RMSE for the series outcome model (though
the amount of increase for the series outcome model is less than the reduction
for the factor outcome model). Within GSynth, implementations that include
all covariates either have lower or the same RMSE. In all, the relationship be-
tween the inclusion of covariates and root mean squared error is ambiguous,
but including covariates or residualizing tends to produce lower RMSE than
excluding covariates entirely.

To further disentangle the relationship between the inclusion of covariates
and RMSE, we include a commonly-used measure of how well the synthetic state
aligns with the treated state’s pre-treatment outcome series. We’ll refer to this
measure as ‘Outcome Imbalance’ and calculate it as the mean squared difference
between the treated state’s outcome trajectory and the synthetic state’s outcome
trajectory prior to treatment. To explore the hypothesis that the ambiguous
relationship between RMSE and covariates might be due to differences in pre-
treatment fit, we compare the average absolute bias of methods with and without
covariates conditional on whether including covariates improved pre-treatment
outcome imbalance.

Figure 5 presents these results for Synth, Augsynth, Gsynth, and BSTS.
In the Synth panel (top left), the first set of bars shows the average absolute
bias when including all covariates improves pre-treatment outcome imbalance
relative to excluding all covariates (all covariates improves imbalance 64% of the
time). When including covariates improves pre-treatment outcome imbalance,
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Figure 5: The Effect of Covariates on Absolute Bias Conditional on Method
Implementation that Produces the Lowest Imbalance.

including covariates also substantially reduces average absolute bias relative to
excluding covariates. The second group of bars shows the results when excluding
covariates improves pre-treatment outcome imbalance (36% of the time). Here,
as expected, excluding covariates also reduces average absolute bias relative to
including covariates - but only slightly.

In the Augsynth panel, we see that excluding covariates most often results
in lower pre-treatment outcome imbalance, but even when this is the case, the
lowest average absolute bias is found in the residualized implementation and not
the ‘no covariate’ implementation. If either ‘residualized’ or ‘all covariate’ im-
plementations produces the lowest pre-treatment outcome imbalance, the ‘resid-
ualized’ implementation still produces the lowest average absolute bias, followed
by ‘all covariates’ and finally ‘no covariates’ produces the worst average abso-
lute bias. For GSynth, including all covariates most often produces lower pre-
treatment imbalance, and when it does, including all covariates also produces
lower average absolute bias. When excluding covariates produces lower pre-
treatment imbalance, the ‘all covariates’ and ‘no covariates’ implementations
produce nearly identical average absolute bias. Finally, for BSTS, including all
covariates always produced lower pre-treatment imbalance relative to excluding
covariates in our simulations. Including all covariates in BSTS also reduced
average absolute bias relative to the implementation that excludes covariates.
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5.3 Myth 3: Lower Pre-Treatment Outcome Imbalance
Suggests Lower Absolute Bias

We next turn to the relationship between pre-treatment outcome imbalance and
absolute bias more generally. Building on the findings in Figure 5 that suggest
that removing covariates to improve pre-treatment outcome imbalance is un-
likely to reduce absolute bias, we generate scatterplots of pre-treatment outcome
imbalance and absolute bias for each simulation scenario and method combina-
tion and calculate Spearman’s rank correlation coefficient. Figure 6 provides
two examples for the ‘State Fixed Effects’ simulation scenario with a series
outcome model. The scatterplot for Synth with all covariates included looks
as expected, with a relatively strong linear relationship between pre-treatment
outcome imbalance and absolute bias (the resulting Spearman’s Rho is 0.449).
Interestingly, though, we do not find this relationship across all methods. In-
deed, the scatterplot for GSynth is much less clear, with a resulting Spearman’s
Rho of 0.04.

Figure 6: Varying Relationship Between Pre-Treatment Outcome Imbalance
and Absolute Bias Depending on Method and Scenario.

Figure 7 displays Spearman’s Rho for all method and simulation scenario
combinations to explore this relationship holistically across our simulations.
Surprisingly, we find that Spearman’s Rho is often close to zero or even neg-
ative (especially for BSTS implementations). Notably, these relationships are
not consistent across outcome data generating models. For example, GSynth
methods with or without covariates in the ‘Alaska Dummy’ simulation scenario
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either has a reasonably strong relationship between pre-treatment outcome im-
balance and absolute bias (factor outcome model) or almost no relationship
(series outcome model). In this case, when the applied researcher calculates
the pre-treatment outcome imbalance metric for their GSynth implementation,
they won’t have a way to ascertain whether or not that pre-treatment outcome
imbalance is predictive of lower absolute bias or not.

Figure 7: Relationship (Spearman’s Rho) Between Pre-treatment Outcome Im-
balance and Absolute Bias by Simulation Scenario, Method, Outcome Data
Generating Model, and Inclusion of Covariates.

Even for a single method within a single simulation scenario, the relationship
between pre-treatment outcome imbalance and absolute bias can be ambiguous.
Figure 8 shows the scatterplot of pre-treatment outcome imbalance and absolute
bias for Augsynth without covariates in the ‘Random Intercept’ simulation sce-
nario with a series outcome model. Here we see that for a majority of the 1,000
simulations there is a weak positive relationship between outcome imbalance
and absolute bias (blue oval). There is an outlying cloud of points, however,
with nearly perfect pre-treatment fit but with higher than average absolute bias
(red oval). Applied researchers should thus be cautious of methods that produce
nearly perfect pre-treatment fit - they may in fact be too good to be true.

Finally, we consider the possibility that an applied researcher tries each
method on a given data set, calculates the pre-treatment outcome imbalance,
and wants to find the method that will produce the lowest absolute bias. To
evaluate this situation, we rank each of our nine methods (Synth with and with-
out covariates, GSynth with and without covariates, BSTS with and without
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Figure 8: Lower Outcome Imbalance Can Produce Higher Absolute Bias -
Augsynth with No Covariates, ‘Random Intercept’ Scenario with a Series Out-
come Model.

covariates, Augsynth with covariates, without covariates, and residualized) by
their pre-treatment outcome imbalance and absolute bias in each of our simu-
lations for all of our simulation scenarios.

We plot the proportions by imbalance and bias rank in Figure 9. As indicated
by the higher proportions surrounding the main diagonal, there is a general
relationship between a method’s pre-treatment outcome imbalance and that
method’s bias. There are some striking off-diagonal features, however, that
suggest researchers should not facilely select whichever method produces the
lowest pre-treatment outcome imbalance.

While the most common outcome when selecting the method that generates
the lowest pre-treatment imbalance is that the method also produces the lowest
absolute bias, the third most common outcome is that the method produces
the worst absolute bias. Selecting the second-best method for pre-treatment
imbalance finds the lowest absolute bias more often than the best pre-treatment
imbalance method, and does not result in the highest absolute bias nearly as
often. Similarly, selecting a method with almost the worst pre-treatment im-
balance (rank 8 out of 9) is nearly as likely to produce the lowest absolute bias
as it is to produce the highest bias.

The summary statistics provided in the margins suggest that variance in av-
erage pre-treatment imbalance by rank in absolute bias is quite low - methods
in the top 7 out of 9 in terms of average absolute bias have pre-treatment im-
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balance statistics within 0.0005 of each other. Similarly, the top three methods
in terms of imbalance have nearly identical average absolute bias (within 0.0003
of each other). In all, while lower pre-treatment outcome imbalance is generally
suggestive of lower absolute bias, the relationship is weak and contains troubling
outliers.

Figure 9: Relationship Between Rank of Pre-Treatment Outcome Imbalance
and Rank of Absolute Bias Across Methods.

6 Discussion and Recommendations

Throughout our simulation results, we find little support for some of the ac-
cepted wisdom practitioners rely on to apply Synthetic Control methods. In
fact they have been revealed to be myths. Here we hope to collect our findings
and share several recommendations for practice that are better supported than
the myths described above.
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6.1 Do not use regression weights

Abadie et al. (2010, pp. 496) note that “although [their] inferential procedures
are valid for any choice of V, the choice of V influences the mean square er-
ror of the estimator.” Our simulation results suggest that practitioners have
paid too much attention to the first clause of this sentence, and not enough
attention to the second. While the choice of V weights may be inconsequential
asymptotically, in practical applications the choice appears to have clear and
substantial effects on the performance of the estimator. Given the performance
of each estimator, we see very little reason to rely on implementations of Synth
with data driven V weights derived from regression. Researchers may want to
consider implementations of Synth that rely on the nested optimization process
(though there may be other reasons to avoid the nested optimizer, e.g., Kaul
et al. 2015; Malo et al. 2020). Ideally, researchers would select Augsynth over
either of these implementations, and in particular the residualized implementa-
tion of Augsynth.

6.2 Consider whether you require localization; interactive
fixed effects may suffice

One of the selling points of SC is that the weighting component localizes com-
parisons to control units that are particularly similar to the treated unit (e.g.,
Arkhangelsky et al. 2021). Our findings, however, suggest that in many cases
the relatively simpler interactive fixed effects model implemented in GSynth
may perform just as well (or better) than localized synthetic control approaches
(see also, Liu et al. 2022). This also suggests that, while theoretically well mo-
tivated, the actual empirical benefits from synthetic control’s localization may
be rather limited. Some have argued that this localization may make SC a
more credible causal estimate than comparable fixed effects models (Arkhangel-
sky et al. 2021, e.g.,), but given the limited differences we see in performance
across our simulations we are left skeptical of such claims. Additional research
is needed to more fully explore the practical benefits of SC’s localized weights
in a broader array of applied settings in particular when there are sub-groups
of control units that vary in their similarity to the treated unit, or in situations
where the true data generating processes are highly nonlinear.

6.3 Use covariates

As with Abadie et al.’s 2010 note about the V matrix, our results suggest that
researchers have put too much emphasis on covariates being asymptotically ir-
relevant and have not focused enough on the significance of covariates in applied
settings. We find that if covariates are relevant for the outcome of interest, it is
often a good idea to include them in the synthetic control analysis - even when
excluding covariates improves pre-treatment outcome imbalance metrics. While
there is considerable variation in the importance of covariates across simulations
- when excluding covariates reduces bias the gains appear to be quite moderate,
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but when including covariates reduces bias the gains appear more substantial.
Given that researchers are unlikely to know the (unobserved) specifics of their
data in order to know which situation they’re in, the benefits of including co-
variates appear to outweigh the costs on average. Another approach is to always
provide both estimates.

6.4 Only omit reference categories if the choice is truly
arbitrary

If you include compositional variables among your covariates, be aware that
standard methods are sensitive to the choice of which reference category you
omit. The simplest solution to this problem is to instead use methods where the
choice of reference category is truly arbitrary - namely GSynth or residualzed
Augsynth. If neither of these methods are suitable, we recommend not omitting
reference categories at all. Synth that includes all categories of compositional
variables cannot initialize the V matrix with regression weights, but our re-
sults suggest that the nested optimizer initialized with uniform weights in the
V matrix still does a reasonably good job. Augsynth (without residualization)
and BSTS implementations rely on regularization for variable selection, and
can handle collinear predictors without omitting a reference category. At the
very least, results from Synth or Augsynth (without residualization) that omit
reference categories should be interpreted as one of many plausible estimates,
and researchers should incorporate that additional uncertainty when interpret-
ing these results. Another approach is to provide all possible estimates to the
reader.

6.5 Don’t rely on pre-treatment outcome imbalance

Our simulation results find remarkably little evidence that pre-treatment out-
come imbalance is a reliable predictor of bias. While there may be a relationship
in some method - scenario combinations, that relationship does not hold gen-
erally. Indeed, for some methods pre-treatment outcome imbalance appears to
be entirely unrelated to the bias of the predictor, regardless of the simulation
scenario.

Beyond within-method comparisons, we would caution against applied re-
searchers using pre-treatment outcome balance as a metric to compare perfor-
mance across methods. This comparison presumes a stable relationship between
outcome imbalance and model performance which does not appear to hold in
practice. For example, within the ‘Alaska dummy’ simulation scenario with a
series outcome model, GSynth might have a lower pre-treatment outcome im-
balance than Synth, but the outcome imbalance is only predictive of bias in the
case of Synth. Such comparisons are of apples to oranges, and cannot be used
to identify the method with the lowest bias.

Finally, we would caution researchers that pre-treatment outcome imbalance
can be too good to be true. In some method - scenario combinations a partic-
ularly low pre-treatment outcome imbalance is related with worse, not better,
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average bias. This is likely the result of over-fitting to the pre-treatment out-
come series without enough attention to how that fit will (or won’t) generalize
post treatment.

6.6 Limitations and Future Research

Our simulations must represent real world scenarios for them to provide practi-
cal guidance. While we have attempted to provide a range of plausible scenarios
that are informed by real world associations, we can make no claim that these
simulations are representative of any real-world data generating process. Fur-
ther, our set of simulations is in no way exhaustive of all possible real-world sce-
narios. Future research should explore how SC methods perform for a broader
range of data generating processes, especially ones that are less tailored to SC
methods (e.g., including non-linearities or processes that evolve over time). Our
findings also suggest that particular methods may be more suited to some data
generating processes than others. If researchers are able to identify which set-
ting (approximately) underlies their data, they may be able to leverage the
variation we identify to inform model selection. To do so, however, researchers
would need to develop appropriate diagnostics to describe their data. We hope
that such development will be a fruitful area for future research.

Finally, we have focused on pre-treatment RMSPE because it is the di-
agnostic we have seen most commonly used in the literature. That said, it
is certainly not the only diagnostic possible. Indeed, Abadie (2021) suggest
at least two other diagnostic and robustness checks. The first is backdating
treatment, where SC methods are fit using an arbitrary treatment date some
time before the actual treatment occurs. If the synthetic time series is a good
approximation of the counterfactual time series, then the synthetic trajectory
between the arbitrary and actual treatment dates should be a very close fit to
the true data. The second is a leave-one-out test to evaluate the sensitivity to
a particular donor unit or covariate included in the model. Future research is
needed to evaluate how well these approaches (or some set of new diagnostics)
predict model performance in practice - either alone or in conjunction with pre-
treatment RMSPE. Such work would hopefully clarify when these diagnostics
are ‘good enough’ to ensure reasonable estimates or when SC methods should
be abandoned in particular applications.

7 Conclusions

The rapid rise in popularity of Synthetic Control methods have inspired a pro-
liferation of methods, techniques, and implementations that have outpaced the
literature evaluating these approaches. This asymmetry has left researchers to
try to glean bits of wisdom from the original asymptotic proofs in order to guide
their practical applications. These pieces of wisdom, however, may be inappli-
cable in applied settings and my cause some researchers to make decisions that
are detrimental to their analyses. Our analysis reveals three such myths where
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guidelines from asymptotic theory lead researchers to sub-optimal conclusions
- the myth that Synthetic Control is relatively insensitive to choices made in
implementation, the myth that covariates are unnecessary, and the myth that
pre-treatment outcome imbalance is predictive of better model performance.

We fear that underlying each of these myths is an exaggerated notion of
Synthetic Control’s robustness. From that perspective, it is not surprising that
incorporating additional information by including covariates that are related
to the outcome often improves model performance. The settings in which co-
variates are asymptotically superfluous as the number of pre-treatment time
periods increase require strict assumptions about the data generating process.
Thus it is dangerous to conflate that mathematical result with general advice
that covariates are typically irrelevant in practice. Similarly, conflating how
well the synthetic control fits the pre-treatment trajectory with an assessment
of how well the synthetic control represents the counterfactual appears overly
optimistic at best.

The debunking of these myths, and the relative comparison of performance
across methods generally, suggest a caution against magical thinking when it
comes to Synthetic Control. Although the method’s theoretical precepts are
appealing, the method does not (and should not) provide a silver bullet for all
time-series causal questions. Indeed, we find that the much simpler interactive
two-way fixed effects model performs just as well or better than synthetic control
- at least for these simulations. If this simpler model seems to less credibly iden-
tify causal effects, we would recommend that the more complicated synthetic
control methods come under the same scrutiny. Though synthetic control meth-
ods can and do work well in some settings, we encourage researchers to approach
such tools with the same optimistic trepidation they would bring to any of the
more well trodden methodological techniques.
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A Variation by pre-treatment duration

coming soon.

A.1 20 years pre-treatment

Figure A.1: Average Root Mean Squared Error by Simulation Scenario, Method,
and Outcome Data Generating Model, 20 year pre-period.
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Figure A.2: Variation in Synthetic Control Estimates Due To Reference Cate-
gory Choice by Method and Simulation Scenario, 20 year pre-period.

Figure A.3: Root Mean Squared Error Using All or No Covariates by Simulation
Scenario, Method, and Outcome Data Generating Model, 20 year pre-period.
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Figure A.4: The Effect of Covariates on Absolute Bias Conditional on Method
Implementation that Produces the Lowest Imbalance, 20 year pre-period.

Figure A.5: Relationship (Spearman’s Rho) Between Pre-treatment Outcome
Imbalance and Absolute Bias by Simulation Scenario, Method, Outcome Data
Generating Model, and Inclusion of Covariates, 20 year pre-period.
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Figure A.6: Relationship Between Rank of Pre-Treatment Outcome Imbalance
and Rank of Absolute Bias Across Methods, 20 year pre-period.
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A.2 5 years pre-treatment

Figure A.7: Average Root Mean Squared Error by Simulation Scenario, Method,
and Outcome Data Generating Model, 5 year pre-period.
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Figure A.8: Variation in Synthetic Control Estimates Due To Reference Cate-
gory Choice by Method and Simulation Scenario, 5 year pre-period.

Figure A.9: Root Mean Squared Error Using All or No Covariates by Simulation
Scenario, Method, and Outcome Data Generating Model, 5 year pre-period.
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Figure A.10: The Effect of Covariates on Absolute Bias Conditional on Method
Implementation that Produces the Lowest Imbalance, 5 year pre-period.

Figure A.11: Relationship (Spearman’s Rho) Between Pre-treatment Outcome
Imbalance and Absolute Bias by Simulation Scenario, Method, Outcome Data
Generating Model, and Inclusion of Covariates, 5 year pre-period.
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Figure A.12: Relationship Between Rank of Pre-Treatment Outcome Imbalance
and Rank of Absolute Bias Across Methods, 5 year pre-period.
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B Simulation Specifics

NOTE: Needs heavy editing
We first model each of the compositional covariates with Dirichlet regres-

sions, which set

f(y|α) =
Γ(

∑k
i=1 αi)∏k

i=1 Γ(αi)

k∏
i=1

yαi−1
i

and

ln


α1

α2

α3

...
αk

 =


Xs,tβ

1 + λs
Xs,tβ

2 + λs
Xs,tβ

3 + λs
...

Xs,tβ
n + λs


The λs parameter takes one of several possible values depending on which

of four data generating scenarios we are simulating data for: 1) the no fixed
effect scenario, is the simplest scenario where we set λs to be zero; 2) the
Alaska dummy scenario where we set λs to be an Alaska-specific fixed effect
and zero for all other states; or 3) the state fixed effects scenario where we set
λs to be a state specific fixed effect. In the fourth data generating scenario,
the random intercept scenario, we model the empirical data just as in the fixed
effects scenario, but we randomly assign state fixed effects for generating data -
a process described below.

We start with the industry compositional variables and fit the following
models to the CPS-ASEC data:

ln


αind1
αind2
αind3
αind4
αind0

 =


βind10 + βind11 ∗ years,y + λs
βind20 + βind21 ∗ years,y + λs
βind30 + βind31 ∗ years,y + λs
βind40 + βind41 ∗ years,y + λs
βind00 + βind01 ∗ years,y + λs


Next, we fit models for the educational compositional variables:

ln


αlths
αhs
αsc
αmtc

 =


βlths0 + βlths1 ∗ years,y +

∑4
0 β

lths
ind ∗ inds,y + λs

βhs0 + βhs1 ∗ years,y +
∑4

0 β
hs
ind ∗ inds,y + λs

βsc0 + βsc1 ∗ years,y +
∑4

0 β
sc
ind ∗ inds,y + λs

βmtc0 + βmtc1 ∗ years,y +
∑4

0 β
mtc
ind ∗ inds,y + λs


Next, we fit models for the race compositional variables:
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ln

αwhiteαblack
αother

 =

βwhite0 + βwhite1 ∗ years,y +
∑4

0 β
white
ind ∗ inds,y +

∑4
1 β

white
educ ∗ educs,y + λs

βblack0 + βblack1 ∗ years,y +
∑4

0 β
black
ind ∗ inds,y +

∑4
1 β

black
educ ∗ educs,y + λs

βother0 + βother1 ∗ years,y +
∑4

0 β
other
ind ∗ inds,y +

∑4
1 β

other
educ ∗ educs,y + λs


Finally, we fit a linear regression for the wage variable:

wages,y = β0+β1∗years,y+

4∑
0

βind∗inds,y+

4∑
1

βeduc∗educs,y+

3∑
1

βrace∗races,y+λs+εs,y

To generate simulated data, we start with an empty data set with each
50 states (plus D.C.) observed for years 1 through 100. We then draw coeffi-

cients for the industry model, letting η̂ be the vector of all estimated β̂ and
λ̂s parameters. We draw coefficients from N(η̂, Σ̂η) where Σ̂η is the estimated
parameter covariance matrix. We then plug our simulated year variable, ˜years,y
into the equation to generate predicted α̃ind using our randomly drawn η̃ coeffi-
cients. Finally, we simulate the proportion in each of the five industry categories,

˜ind0, ˜ind1, . . . , ˜ind4, by drawing from a dirichlet distribution using the gener-
ated α̃ind. We generate education compositional variables, ˜lths, h̃s, s̃c, m̃tc, for
each state and year in a similar manner, drawing coefficients from the educa-
tion Dirichlet regression models and plugging in our simulated year and indus-
try variables, then drawing simulated education compositional variables from
a dirichlet distribution using the generated αeduc. The same is true for race
variables ˜white, ˜black, ˜other, where simulated year, industry, and educational
variables are used as predictors. Finally, we generate the wage variable, ˜wage
by multiplying our simulated year, industry, education, and race covariates by
coefficients drawn from N(η̂, Σ̂η) where Σ̂η is the estimated parameter co-
variance matrix, and then adding noise from N(0, σ2

ε ). We do this process of
sampling new parameters and generating new covariates 1,000 times.

We generate four sets of 1,000 simulation datasets by varying the nature of
λs in each simulation. The first three sets are straightforward manipulations -
1) the no fixed effect scenario sets λs to zero; 2) the Alaska dummy scenario
sets λs to be an Alaska-specific fixed effect and zero for all other states; and 3)
the state fixed effects scenario where we set λs to be a state specific fixed effect.
The fourth scenario is somewhat more complicated. We start with the regression
models as described for scenario 3) the state fixed effects scenario. To generate
the data, however, we replace state fixed effects with randomly drawn state

intercepts. Specifically, we draw intercepts from the distribution N(0, (
σλ
3

)2)

where σλ is the standard deviation of the estimated state fixed effects. By ran-
domly assigning state intercepts we allow for idiosyncratic differences between
states within any given simulation dataset, but set the expectation of those dif-
ferences to be zero across the full set of simulations. We divide σλ by a factor
of three in order to ensure that the resulting variability in simulated covariates
is comparable to the variability of the empirical CPS-ASEC data.21

21The necessity for this adjustment likely stems from the random assignment of state inter-
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B.0.1 Simulating Outcomes

For each of the four covariate scenarios, we generate an outcome variable in two
ways - with a linear model and with a factor model. As with the covariates, we
start by fitting models to CPS-ASEC data, regressing the proportion working
part-time on our compositional industry, education, and race variables as well
as our continuous average wage variable.22 So as to not incorporate any effects
of the true PFD policy on the outcome, we only use CPS-ASEC data from years
1977 through 1981 to fit these outcome models. For the linear model, we fit:

part− times,y = β0 + β1 ∗ years,y + β2 ∗ wages,y +

4∑
0

βind ∗ inds,y+

4∑
1

βeduc ∗ educs,y +

3∑
1

βrace ∗ races,y + εs,y

for y ≤ 1981.
As with the covariates, we then generate simulated outcome variables by

drawing coefficients from N(β̂, Σ̂β) where Σ̂β is the estimated parameter co-
variance matrix, and multiply those coefficients by our simulated year, wage,
industry, education, and race variables.

For the factor model, we first calculate state-specific pre-treatment means
for each of our covariates. We then regress the proportion working part time
on year, these state-specific pre-treatment means, and the interaction between
year and these pre-treatment means. Specifically, we fit the following model:

part− times,y = β1 ∗ yeary + β2 ∗ ¯wages +

4∑
0

βind ∗ ¯inds +

4∑
1

βeduc ∗ ¯educs+

3∑
1

βrace ∗ ¯races + β3 ∗ yeary ∗ ¯wages +

4∑
0

βintind ∗ ¯inds ∗ yeary+

4∑
1

βinteduc ∗ ¯educs ∗ yeary +

3∑
1

βintrace ∗ ¯races ∗ yeary + εs,y

for y ≤ 1981.
To generate simulated outcomes, we draw coefficients from N(β̂, Σ̂β) and

multiply these coefficients by our simulated year variable, and the state-specific
pre-treatment means of our simulated wage, industry, education and race vari-
ables. Finally, for both outcome variables, we add a constant treatment effect
for simulation years ≥ 50 in the state of Alaska equal to two times the ob-
served standard deviation of the proportion working part-time in Alaska in the

cepts breaking the covariance between estimated state fixed effects and the other estimated
regression parameters.

22Though the proportion working part-time is constrained to be within the range [0,1], we
fit linear regressions for simplicity.
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CPS-ASEC for years 1977 through 1986.23 In all, the two outcomes generated
for each of four covariate scenarios produce eight distinct simulation scenarios -
though to make comparisons as clear as possible, covariate values are identical
for each pair of outcomes within the four covariate scenarios.

23The constant treatment effect is ≈ 1.7%. Because Synthetic Control Methods are fit using
exclusively pre-treatment data, the magnitude of the treatment effect has no effect on the w∗

weights, and, in turn, the estimated counterfactual trajectory.
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